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Critical Reasoning 26 – Validity and
Reliability of Research Instruments
Research instruments are tools designed to obtain data
from objects of interest to researchers. We are all familiar
with rulers, scales, stopwatches, and thermometers which
are used to measure quantifiable, observable phenomena.
However in the Social Sciences abstract or intangible
constructs may not be observable but still stand in need of
quantification and measurement. Quantification of such
phenomena depend on various inferences and require
measurement tools which capture values of interest. The
most common measuring instruments in the Social Sciences are questionnaires which may be based
on self-report, interview, behavioural observation or the examination of records.
Two of the key issues researchers are concerned with when evaluating research instruments are
validity and reliability. Validity in this sense refers to whether an instrument measures what it is
supposed to or intended to measure. Reliability on the other hand refers to whether an instrument
provides consistent and repeatable measurements. In the case of rulers, the validity and reliability of
such instruments is not in question. They are unambiguously intended to measure length and using
them to do so produces consistent measurements time after time (so long as, for example, they are
not used in the dark or at very high temperatures which may cause them to melt or catch fire.)
Because questionnaires are typically designed to assess abstract quantities their validity and or
reliability may not be immediately obvious.
For example, a poorly designed questionnaire intended to assess attitudes towards a new drug for
HIV/AIDS may not in fact be gauging attitudes if most of its questions relate to compliance i.e.
whether or not patients are taking it regularly, as prescribed. Of course, patients who have a positive
attitude towards a new drug are likely to be more compliant; however a questionnaire that is
designed to gauge attitudes towards a new drug but that measures compliance or some other
variable lacks validity. Another example of a poorly designed questionnaire intended to assess
attitudes towards a new drug for HIV/AIDS might be given to pharmacists to subjectively evaluate
the attitudes of patients to whom they have just dispensed the drug. Such a questionnaire would
lack reliability because different pharmacists would differ in their subjective evaluations, not only
amongst themselves but also with regard to the same patient / pharmacist interactions on
subsequent occasions.
This study unit broadly follows an open access review article by Bolarinwa (2015), which according to
the title, systematically summarises the “Principles and Methods of Validity and Reliability Testing of
Questionnaires Used in Social and Health Science Researches”. The author has taken care to
reference all claims extensively, so for those who wish to dig deeper, we recommend consulting the
article which may be downloaded here for free.
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Varieties of Validity
Validity, in its most general sense, expresses the degree to which a measurement actually measures
what it purports to measure. According to Bolarinwa, there are several varieties of validity. These
include face validity, construct validity, content validity and criterion validity. The latter can be
divided into concurrent and predictive validity. Tests for validity meanwhile are categorised as either
internal or external. Internal validity is the extent to which measures obtained from a study
actually quantify what they were designed to measure. External validity, on the other hand, is the
extent to which measures obtained from a study sample describe the reference population from
which the sample was drawn. (p. 195)
Varieties of Reliability
Reliability, in its most general sense, expresses the degree to which results obtained by
measurement and the procedure followed to obtain them can be replicated. Though reliability
contributes to the validity of a questionnaire, it is not a sufficient condition to guarantee validity.
Lack of reliability may be due to divergence between observers and/or instruments or due to the
instability of the attribute being measured. An example of an instable attribute is ‘current mood’. A
person’s current mood typically varies according to time of the day, day of the week and seasonally.
An instrument for assessing current mood may not be reliable if administered at different times.
‘Overall mood during the last six months’ is a more stable trait which is why the latter, rather than
the former, is included as a criterion in diagnostic manuals for mood disorders. Bolarinwa identifies
three aspects of reliability: equivalence, stability and internal consistency (a.k.a. homogeneity),
which will be discussed below. (p. 195)
The Relationship between Validity and Reliability
It is important to understand the relationship between the validity and reliability of research
methods in general, which may or may not include a questionnaire. In Bolarinwa’s Figure 1,
reproduced below, there are four “targets” with various clusters of “hits” representing individual
research outcomes that correspond to four combinations of high or low validity or reliability. Note
that the figure is purely conceptual: there are no identified or quantified axes, except that the aim of
the research lies closes to the centre of the target. The top left target represents the cumulative
outcome of research methods that are neither valid nor reliable. They miss the aim and repeated
attempts are scattered or unfocused. The top right target represents the cumulative outcome of
research methods that are reliable but not valid. Repeated attempts are focused but away from the
aim. The bottom left target represents the cumulative outcome of research methods that are fairly
valid but not very reliable. Repeated attempts come fairly close to the aim but are somewhat
scattered or unfocused. The bottom right target represents the cumulative outcome of research
methods that are both valid and reliable. Repeated attempts are on aim and closely focused.
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Figure 1: Graphical Representation of Possible Combinations of Validity and Reliability

Questionnaires
A questionnaire is a research instrument consisting of a series of predetermined questions or
prompts designed to gather information from respondents about a particular issue of interest.
Questionnaires are thus ‘data collection tools’ which may or may not be designed for statistical
analysis of the responses. They should have a definite purpose related to the objectives of the
research in which their role should be made clear from the outset. Structured questionnaires are
usually associated with quantitative research and are the most commonly used instrument for the
collection data in the health and social sciences. They also have the advantage of being relatively
cheap and do not require much effort on the part of the respondent. They may also be administered
telephonically or on-line, where appropriate. New or modified existing questionnaires should always
be tested for validity and reliability before being incorporated into a research project. (p. 196;
Wikipedia: Questionnaire)

© philosophy.org.za

4
Methods Used for Testing the Validity of a Questionnaire
Invalidity1 in this context is an indication of the amount of systematic or built-in error of the
questionnaire. Evaluating the validity of a questionnaire may begin with a panel of experts or peers
who explore the relation between theoretical constructs as shown in figure 2 (redrawn).

Face Validity
Theoretical
Constructs

Content
Validity

Criterionrelated
Validity

Validity
Tests

Predictive
Validity
Concurrence
Validity
Convergence
Validity

Empirical
Constructs

Discriminant
Validity
Construct
Validity

Known-group
Validity
Factorial
Validity
Hypothesis
testing
Validity

Figure 2: Graphical Representation of the Subtypes of Various Forms of Validity Tests

This form of validity is a function of how well theoretical constructs are represented by operational
measures within the questionnaire. This is known as translational or representational validity, of
which there are two subtypes, namely: face validity and content validity. Alternatively or
additionally, the validity of a questionnaire can be assessed using another survey in the form of a
field test that gauges how well given measures relate to one or more external criteria, based on
empirical constructs mapped out in figure 2 above. The latter comprise of criterion-related validity
and construct validity. According to Bolarinwa, some authors regard construct validity as a species of
criterion‑related validity, while others regard them separately. Of those that regard them separately,
1

There is a misprint on the bottom left of p. 196 where Bolarinwa surely meant ‘Invalidity is the amount of
systematic or built‑in error…’ rather than ‘Validity is the amount of systematic or built‑in error …’
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predictive validity and concurrence validity are classified as subtypes of criterion‑related validity
while convergence validity, discriminant validity, known‑group validity and factorial validity are
classified as sub‑types of construct validity. In addition, some authors regard hypothesis‑testing
validity as a form of construct validity. (p. 196)
Bolarinwa describes each of the various subtypes under the following rubrics:
Face Validity
According to Bolarinwa, some authors regard face validity as a component of content validity, while
others disagree. In general, face validity is the extent to which a test is subjectively viewed as
covering the concept it purports to measure. In the case of a questionnaire, face validity is
established when an expert or researcher reviews the questionnaire and concludes that, on the face
of it, it “looks like” it measures what it is supposed to measure. This involves deciding whether each
of the measuring items matches a given conceptual domain of the concept(s) the questionnaire is
intended to gauge. Face validity is often considered to be a soft or casual indicator of validity;
however according to Bolarinwa, it is the most widely used assessment of validity in developing
countries. (p. 196; Wikipedia: Face validity)
Content Validity
Content validity refers to the extent to which an instrument measures or fully assesses all facets of a
given construct of interest. For example an instrument that measures depression would lack content
validity if it failed to assess both the affective and behavioural dimensions of depression. There is a
degree of subjectivity in determining content validity of a questionnaire; however this can be
mitigated by requiring subject matter expert raters (SMEs) familiar with the constructs to review all
items for readability, clarity and comprehensiveness. If there is a certain level of agreement among
SMEs, it should be should be possible to decide “objectively” which items should be included in the
final questionnaire. (p. 197; Wikipedia: Face validity)
Sometimes a simple dichotomous ‘favourable’ (+1) vs. ‘unfavourable’ (+0) rating scale may suffice;
however Likert scaling or absolute number ratings have also been used. One method of measuring
content validity was developed by C. H. Lawshe (1975). According to this method, SMEs are asked to
respond to the following question for each potential item on the questionnaire: “Is the skill or
knowledge measured by this item ‘essential’, ‘useful but not essential’ or ‘not necessary’ to the
performance of the construct?” According to Lawshe, it may be assumed that:



if more than half the SMEs indicate that an item is essential, that item has at least some
content validity.
and, the more SMEs (beyond 50%) who perceive the item as “essential,” the greater the
extent or degree of its content validity.

Using these assumptions Lawshe devised a formula termed the content validity ratio (CVR):
𝐶𝑉𝑅 =

𝑛𝑒 − 𝑁⁄2
𝑁⁄
2
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where 𝑛𝑒 is the number of SMEs indicating
that the item is “essential” and 𝑁 is the total
number of SMEs. This formula yields a range
of valves for CRV from -1 to +1 with the
following characteristics:






When fewer than half of SMEs say
“essential” the CVR is negative.
When half of the SMEs say “essential”
and half do not, the CVR is zero.
When all SMEs say “essential”, the
CVR is computed to be 1.00, (It is
adjusted to .99 for ease of
manipulation).
When the number of SMEs saying
“essential” is more than half, but less
than all, the CVR is somewhere
between zero and .99.

Lawshe (1975) contains a table of critical
values for the CVR by which a test evaluator
could determine for a group of SMEs of a
given number (𝑁0 ), the size of the of the
calculated CVR necessary to exceed chance at
the level of 𝑝 = 0.05. Unfortunately there are
several problems with Lawshe’s original table
which Wilson et al. (2012) have corrected and
expanded for multiple confidence levels based
on the normal approximation to the binomial
values for a two-tailed test. Their table 2 has
been reproduced alongside.
Despite the popularity of Lawshe’s method
(recalculated), it is not without its difficulties.
Firstly, there need to be at least 5 or more
SMEs, largely in agreement per item, to arrive
at an acceptable level of significance, whereas
even modest numbers experts in many fields
may be hard to come by, especially if one is a
student! Secondly, different SMEs’ appraisal
of “essential” are not weighted. One SME may
regard an item as “essential” whereas another
may regard the same item as “absolutely
essential”. Thirdly, although Lawshe’s method
provides a way of quantifying content validity,
the initial judgement by each SME is still subjective.
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Bolarinwa mentions, but does not discuss, several other formulae for evaluating readability,
including the Fog Index, the Flesch Reading Ease and the Flesch-Kincaid readability formulae as well
as the Gunning‑Fog Index. We will not discuss the question of language usage in questionnaires, if
only because it is too complex and not adequately captured by any of the indices above. It is also
noteworthy that most research in South Africa is carried out in English, whereas for the majority of
citizens, English is at best their second or third language. (p. 197)
Bolarinwa also cites cases in which researchers combine more than one form of validity to increase
the overall validity of a questionnaire, e.g. combining content validity with criterion validity.
However the major drawback with content validity is that, like face validity, it still relies on a degree
of subjective adjudication. (p. 197)
Criterion-Related Validity
Criterion or criterion-related validity is the extent to which a score on a test is related to a specific
criterion. It is a measure of how well the findings of a questionnaire compare to another instrument
or predictor. According to Bolarinwa, the major disadvantage is that such a predictor may not be
available or easy to establish. Criterion-related validity is often divided into concurrent and
predictive validity. (p. 197)
Concurrent validity assesses the measure(s) in question compared to outcome(s) assessed at the
same time. Thus one might compare items on a newly developed questionnaire against a highly
rated existing standard or “gold standard”. Put another way, concurrent validity refers to the ability
of a test to predict a current event or state. E.g. The measure of a questionnaire designed to assess a
person’s risk for developing diabetes may be compared to the person’s actual blood glucose level
recorded at their last follow up visit to a community clinic. (p. 197; Wikipedia: Criterion validity)
Predictive validity assesses the ability of measure(s) in questionnaire to forecast future scores or
outcomes on some criterion measure. This is usually expressed as a correlation coefficient. E.g. A
questionnaire may be used to assess how compliant patients with high blood pressure are in
adhering to their prescribed medication. This could be used to predict future medical outcomes such
as actual systolic blood pressure control at their next monthly appointment. (p. 197; Wikipedia:
Predictive validity)
Construct Validity
Construct validity is the degree to which an instrument measures a trait or theoretical construct that
it claims to, or is intended to measure. Construct validity does not rely on criteria for comparison;
rather it utilizes a hypothetical constructs which makes it a difficult to quantify. However according
to Bolarinwa, construct validity is basically a measure of how meaningful a scale or instrument is
when it is in practical use. As such it is the overarching concern of validity research, subsuming all
other types of validity evidence. There are five types of such evidence that can be sought, depending
on the nature of the research problem. (p. 197; Wikipedia: Construct validity)
Convergent validity refers to the degree to which two or more measures of constructs that
are theoretically related, are in fact related. This can be expressed as a correlation
coefficient. Two or more differently worded questions that asses the same ability or
attitude are commonly included on the same questionnaire. Another widespread research

© philosophy.org.za

8
practice is the use of self-report vs. observation. E.g. Researchers running a clinical trial for
a new sleep medication may ask subjects to keep a “sleep diary” (self-report). They may
also supply them each with a smartwatch that records sleep patterns (observation). Both
the sleep diaries and smartwatches are collected at the end of the trial for analysis. (p. 197;
Wikipedia: Convergent validity)
Discriminant validity refers to the degree to which two or more measures of constructs
that are theoretically unrelated, are in fact unrelated. This can also be expressed as a
correlation coefficient. Although there is no standard value for discriminant validity, a
correlation of less than 0.85 is taken to indicate that discriminant validity likely exists
between the two measures. E.g. A psychologist who has developed a new screen for
narcissism may wish to establish that her instrument is not inadvertently also measuring
self-esteem, which is a theoretically different concept. (p. 197; Wikipedia: Discriminant
validity)
Known-group validity is used to compare a group with an already established attribute of
the outcome of a construct (the known-group) with an independent group for whom the
attribute is not yet established. The expectation is that the measured construct will be
higher in the group with related attribute but lower in the group with unrelated attribute.
Evidence for known-groups validity typically relies on 𝑡-tests for independent samples as
well as ANOVA, and their non-parametric equivalents. E.g. Researchers use a questionnaire
to explore depression among two groups of patients. Members of one group (the knowngroup) have been diagnosed with major depressive disorder while the others have not.
Consistent with known-group validity, it is expected that members of the diagnosed group
will score higher on the construct of depression in the questionnaire than those without
the diagnosis. (p. 197 - 8)
Factorial validity is an extension content validity because it validates the contents of a
construct using factor analysis. Factor analysis is a statistical method used to describe
variability among observed, correlated variables in terms of a potentially fewer unobserved
variables called factors. Factor analysis is usually employed when the construct of interest
has many dimensions which constitute different domains of a general attribute. The most
famous example are the Big Five personality traits also known as the five-factor model
(FFM). There are a bewildering number of variable traits that apply to construct of
personality however they are all highly correlated with just five factors. They are:






Openness to experience (inventive / curious vs. consistent / cautious)
Conscientiousness (efficient / organized vs. easy-going / careless)
Extraversion (outgoing / energetic vs. solitary / reserved)
Agreeableness (friendly / compassionate vs. challenging / detached)
Neuroticism (sensitive / nervous vs. secure / confident)

The acronym OCEAN or CANOE are easy ways to remember them. According to Bolarinwa,
“In the analysis of factorial validity, the several items put up to measure a particular
dimension within a construct of interest [are] supposed to be [more] highly related to one
another than those measuring other dimensions.” This is exactly what is seen with the five-
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factor model. Several personality traits measuring items along one dimension are more
highly correlated amongst themselves than traits measuring those along other dimensions.
(p. 198; Wikipedia: Big Five personality traits)
The free, open-source statistical package JASP which we have used before supports factor
analysis and comes pre-loaded with the historic data set of Charles Spearman’s (1904)
“General intelligence” factor “G”. It is unlikely that you will be required to perform factor
analysis at an undergraduate or even honours level; however for those who want to dig
deeper, please open this data set in JASP to see how the data are analysed.
Hypothesis-testing validity refers to evidence that supports (or fails to refute) an
hypothesis derived from the relationship between a measured concept or variable and
other concepts or variables. E.g. According to Social learning theory, violent behaviour can
be learned by observing a model performing or acting out violent behaviour. Furthermore,
it has been argued that violent behaviour can be learned from televised violence. From this
we can derive an hypothesis that there ought to be a positive correlation between
quantified levels of aggression and the measure amount of televised violence viewed in a
certain period. If the collected evidence strongly supports (or fails to refute) the hypothesis
we can tentatively conclude that there is a high degree of construct validity in the
measurements of levels of aggression and viewing of televise violence, since these were
the two theoretical concepts measured in the hypothesis-testing process. (p. 198)

Methods Used in Testing the Reliability of a Questionnaire
Recall that reliability expresses the degree to which results obtained by measurement and the
procedure followed to obtain them can be replicated. Whether it be a questionnaire, a test, an
observation or any measurement procedure, reliability reflects the stability or constancy of scores
over time or between raters. Bolarinwa reminds us that, “reliability pertains to scores not people.
Thus, in research, one would never say that someone was reliable.” E.g. In gymnastics, the extent to
which the judges agree on the scores for each contestant is an indication of the reliability of the
judging process. It wouldn’t make sense to say that any one judge was reliable on her own. (p. 198)
Lack of reliability may be due to divergences between observers or instruments or due to the
instability of the attribute being measured. Issues like reliability, feasibility, duration and cost of a
questionnaire can be evaluated in its early stages by carrying out a pilot study, which is a small scale
preliminary study conducted prior to the full-scale research project. A pilot study is useful in ironing
out initial design problems, identifying missing or overlooked information and potentially inefficient
use of resources. Unfortunately, most undergraduate courses are now taught only as semester
modules, which means that students are under enormous pressure to complete their projects in the
little time allocated. The temptation therefore is to skip the pilot study and proceed directly to the
full-scale project only to discover, too late, that small but serious errors could have been fixed at the
outset.
Reliability, in general, may be assessed in three different ways: test‑retest reliability, alternate‑form
reliability and internal consistency reliability. (p. 198)
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Test-Retest Reliability (or Stability) is the closeness of agreement
between the results of successive measurements under the same
conditions. It provides an indication of stability over time and may
be expressed as a correlation. Cronbach’s alpha table is commonly
used for describing internal consistency (see below). However it can
also be used to describe the strength of correlation between
successive administrations of the same test. According to
Bolarinwa, two assumptions underlie the use of test-retest
procedures.

Cronbach's
alpha
0.9 ≤ α
0.8 ≤ α < 0.9
0.7 ≤ α < 0.8
0.6 ≤ α < 0.7
0.5 ≤ α < 0.6
α < 0.5

Internal
consistency
Excellent
Good
Acceptable
Questionable
Poor
Unacceptable

1. The characteristic measured does not change over the testing period — the so called testing
effect.
2. The period between tests and re-tests should be short enough so that the characteristic
measured does not change over the intervening period but also long enough so that
respondents’ memories of taking the first test do not influence their scores on the re-test —
the so called carryover or memory effect.
We may add a third.
3. The experience of taking a test should not change a person’s true score. E.g. Completing an
anxiety inventory may itself increase a person’s level of anxiety. (p. 198; Wikipedia:
Repeatability)
Alternate-Form Reliability (or Equivalence) is the closeness of agreement between the results of
two or more research instruments, such as two different questionnaires, that measure the same
attribute or construct. Alternate forms are administered nearly at the same time or after a short
delay. Different test forms should be equivalent in terms of content, response processes and
statistical characteristics. Alternative-form reliability may be expressed as a correlation with a higher
degree of correlation signifying greater equivalence between alternate forms. In practice, the
alternate forms procedure is seldom implemented because it is difficult to verify that the two or
more forms are indeed equivalent e.g. having the same means, variance and correlations with other
measures. According to Bolarinwa, “Indeed, it is difficult enough to have one well‑developed
instrument or questionnaire to measure the construct of interest let alone two.” (p. 198 -199;
Wikipedia: Reliability (statistics))
One scenario in which equivalence is important is when the measurement procedure involves
subjective judgements or ratings being made by different observers. Obviously, each observer
should apply the same standards in assessing responses. Equally, all observers should agree as to
what counts as the absence or presence of a trait or behaviour and to what level it is exhibited. In
such cases equivalence is demonstrated by inter‑observer reliability which refers to is the degree of
agreement among observers or raters making judgements. It may be expressed simply as a
percentage:
𝑁𝑢𝑚𝑏𝑒𝑟 𝑜𝑓 𝑎𝑔𝑟𝑒𝑒𝑚𝑒𝑛𝑡𝑠
100
×
𝑁𝑢𝑚𝑏𝑒𝑟 𝑜𝑓 𝑜𝑝𝑝𝑜𝑟𝑡𝑢𝑛𝑖𝑡𝑖𝑒𝑠 𝑓𝑜𝑟 𝑎𝑔𝑟𝑒𝑒𝑚𝑒𝑛𝑡
1
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E.g. If different observers agree about ratings 75 times out of a 90 unique observations, then there is
a 75/90 × 100 = 83% level of agreement among them. (p. 199; Wikipedia: Inter-rater reliability)
Internal Consistency Reliability (or Homogeneity) refers to the extent to which items on the test or
instrument measure the same thing. This is assessed after the administration of the test and
therefore does not require repeat administrations. Internal consistency is estimated via the split-half
reliability index, Cronbach’s alpha and the Kuder-Richardson Formula 20 (KR-20).
Split-half estimates involve dividing up the sample into two halves e.g. odd items in the first half and
even items in the second half or vice versa. Both halves are then given to the same individuals and
the responses from each half are correlated. The degree of such correlation then is a measure of
internal consistency. Cronbach’s alpha and KR‑20 meanwhile both represent the average of all
possible split-half estimates. According to Bolarinwa, Cronbach’s alpha is used when there are items
that have several responses (e.g. 1 = strongly disagree to 5 = strongly agree), while KR-20 is used for
dichotomous responses (e.g. Yes / No). However we are doubtful whether attitudes or opinions
measured dichotomously where the “proportion of correct responses” must be calculated can be
used since there are no “correct” responses to questions such as “male / female” or “pro-choice /
anti-abortion”. (p. 199)
KR-20 for a test with 𝐾 items, 𝑖 = 1 to 𝐾 is calculated as
𝑟=

∑𝐾 𝑝𝑖 𝑞𝑖
𝐾
[1 − 𝑖=1 2 ]
𝐾−1
𝜎𝑋

where 𝑝𝑖 is the proportion of correct responses to test item 𝑖 and 𝑞𝑖 is the proportion of incorrect
responses to test item 𝑖 (so that 𝑝𝑖 + 𝑞𝑖 = 1). The variance comprising the denominator is given by
𝜎𝑋2

∑𝑛𝑖−1(𝑋𝑖 − 𝑋̅)2
=
𝑛

Where 𝑛 is the total sample size. If it is important to use unbiased operators (those where mean of
the estimator coincides with the mean of the quantity itself) then the sum of squares should be
divided by degrees of freedom (𝑛 - 1) and the probabilities multiplied by (

𝑛
𝑛−1

). (Wikipedia: Kuder–

Richardson Formula 20)
Cronbach’s alpha for a test with 𝐾 components or items, 𝑋 = 𝑌1 + 𝑌2 + ⋯ + 𝑌𝐾 is calculated as
𝛼=

2
∑𝐾
𝐾
𝑖=1 𝜎𝑌𝑖
(1 −
)
𝐾−1
𝜎𝑋2

where 𝜎𝑋2 is the variance of the total test scores and 𝜎𝑌2𝑖 is the variance of each component. The
value of 𝛼 can be interpreted according to the Cronbach’s alpha table, above. (Wikipedia:
Cronbach’s alpha)
According to Bolarinwa, although reliability increases with the number of items on the test, so does
the length of the test; therefore potential respondents are less likely to participate or to answer
thoughtfully or completely. This phenomenon is known as response fatigue. This is especially
problematic here because neither of the formulae above makes provision for missing values. The
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challenge then is to develop a scale that completely measures the construct of interest but that does
so in a parsimonious or time saving manner. (p. 199)
Finally, conditions that can affect Cronbach’s alpha include:
a)
b)
c)
d)
e)

Number of items: a scale of < 10 variables my cause 𝛼 to be low
Distribution of scores: normality increases the value of 𝛼 while skewness reduces it
Timing: 𝛼 is not an indicator of the stability or consistency of the test over time
Negative wording of items: Negative wording should be revised before scoring
Items or statements with 0, 1 and negative scores should be eliminated. (p. 199)

Task
Think of a potential abstract construct that interests you for which no standard instrument has yet
been developed to validate or measure it. It may be trivial or serious or some construct that you
have worked on before. Try to develop an instrument that would measure the construct and say
what you would require to show that it is valid and reliable in at least some of the ways discussed.
Feedback
Every construct requires a unique approach, so there is no single or generic solution to the task. The
following is just one example of what might be undertaken. Mental health care professionals
routinely recommend that patients involve themselves with a peer group support outside of their
regular psychotherapy or counselling sessions. Peer group support has been shown to be beneficial
for a variety of disorders including depression, anxiety, bipolar disorder, obsessive compulsive
disorder, post-traumatic stress disorder amongst others; however it is not suited to everybody.
Obvious examples are people who are in denial – they do not believe they have a problem. Others
include those who are highly socially anxious or interminably shy or extremely introverted, for whom
conversing in the open with a group of people is unbearable. Then there are those very few who are
psychotic and/or paranoid, who for obvious reasons may find discussing personal information in a
group setting potentially distressing. Lastly, there are the “know-it-all’s” who reject advice but freely
dispense it. For the overwhelming majority however peer group support is a positive opportunity.
It would be an interesting and useful project to develop an instrument that mental health
practitioners could use to assess patents’ readiness to involve themselves in such groups. We could
call the proposed construct “group support readiness”. We would have to validate the concept and
the instrument we develop to measure it in various ways. Also we would have to show that the
instrument is reliable according to several standards. Because such groups receive no external
funding, the task will have to be carried out on a shoe string budget – there is simply no money
available to hire consultants to act as SMEs or to undertake large scale field trials.
One such group for persons with bipolar mood disorder and their significant others has two different
chapters in the Southern and Northern suburbs of Cape Town that are run along identical lines by
three different facilitators. The latter could serve as SMEs. The easiest format for a questionnaire
would be a series of statements that can be judged by the respondent according to a 5-point Likert
scale from 1 = strongly disagree to 5 = strongly agree. The statements should address various
attitudes towards participation in peer group support plus one dichotomous item to exclude
respondents for whom the instrument is not intended. E.g.
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a)
b)
c)
d)
e)
f)
g)
h)
i)
j)
k)
l)
m)
n)
o)

I have been diagnosed with bipolar mood disorder. (Yes / No)
I believe I have been given the correct diagnosis. (1 - 5)
Sometimes I feel that my mood is all over the place. (1 - 5)
Nobody else understands what it is like to be bipolar. (1 - 5)
I have searched for information on group support for bipolar mood disorder. (1 - 5)
I already have sufficient information about bipolar mood disorder. (1 - 5)
People are generally trustworthy. (1- 5)
I am worried about privacy issues concerning my diagnosis (1 - 5)
I do not like to talk about myself. (1- 5)
When I am in a public space I feel people are observing me. (1 - 5)
I would say I’m a people’s person. (1 - 5)
I have special abilities that no one else has. (1 - 5)
Sometimes complete strangers do things just to annoy me. (1 - 5)
People should talk about their problems. (1 - 5)
I’m always open to new experiences. (1 - 5)

Because the instrument, in its development stage, is intended to be piloted on a group of persons
who already participate in peer group support, the following two statements that assess their level
of involvement are included. These two statements would be dropped in the final instrument which
is supposed to assess the readiness of persons not yet so involved.
p) I regularly participate in a bipolar support group. (1 - 5)
q) I strongly recommend that others who have been diagnosed with bipolar disorder should
participate in a bipolar support group. (1 - 5)
At this stage the facilitators, acting as SMEs, could evaluate each item for clarity and face validity, i.e.
whether each item unambiguously assesses some aspect of the construct it is intended to assess.
E.g. Item i) is vague because it could be interpreted as a statement of modesty or personal
apprehension, therefore it should be dropped. Similarly item k) is vague but could be replaced with
“k) I enjoy the company of other people. (1 - 5)” Item a) is obviously unproblematic and is used to
exclude responses from those who have not been diagnosed with bipolar mood disorder but who
might have inadvertently completed the questionnaire.
Item b) gauges the degree of faith that a person has in the correctness of his diagnosis. Someone
who is in denial about his diagnosis is unlikely to seek peer support for it. Item c) gauges a person’s
perception of his mood as anywhere from stable to unstable. Someone who perceives his mood as
highly stable is also unlikely to seek out peer support for improving this situation. On the other hand,
someone who perceives his mood as very unstable has more incentive to seek out peer support for
improving this situation.
Item d) assess the degree to which a respondent believes that the lived experience of bipolar mood
disorder is comprehensible. Someone who disagrees with the statement is more likely to be open to
discussion on the topic than another person who believes that it is incomprehensible.
Item e) identifies whether and to what extent a person has tried to inform himself, specifically about
group support bipolar mood disorder. Obviously, someone who has sought out this information has
already entertained the idea; whereas someone who has not done so has either not entertained the
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idea or has not thought it worth perusing further. f) ascertains whether a person believes that the
information he has gleaned about bipolar mood disorder is sufficient (and, implicit in the statement,
feels that he requires no further information.)
Item g) assesses exactly what it says. People who generally take a trustworthy view of humanity are
more likely to feel that they can share their experiences with others and trust them with such
information, compared to others who take a more cynical view. Item h) is important to measure
because peer support is premised on the respect for privacy, especially surrounding each other’s
diagnosis. If a prospective member believes that this right is not guaranteed, he is unlikely to
participate or even attend.
Item j) is a screen for social anxiety. Item l) is a screen for psychosis. An open ended form of this
sentence is included on the admission form of one of the largest local psychiatric hospitals. Item m)
is a screen for paranoia. Agreement with the attitudes expressed by j), l) and m) are to various
degrees impediments to successful peer group support.
Item n) is important to measure because only those who endorse this sentiment are likely to
approve of group support and participate in the process. Item o) is a statement reflecting one
important dimension of personality. Those who are open to new experiences are more likely to try
out group support, if only once, compared to those who are “closed” or more comfortable with
familiar / traditional experiences.
Items p) and q) require no justification because they measure these attitudes directly. However,
their importance will become evident when their responses are correlated with those of the
previous statements.
Potential responses by members of both the Norther suburbs and Southern suburbs groups
represent different samples of the same population that could be compared as test of reliability
during the development of the instrument; therefore adding a final dichotomous item identifying
group membership would be helpful.
On the basis of considerations face validity alone we have the following amended set of questions:
a)
b)
c)
d)
e)
f)
g)
h)
i)
j)
k)
l)
m)
n)

I have been diagnosed with bipolar mood disorder. (Yes / No)
I believe I have been given the correct diagnosis. (1 - 5)
Sometimes I feel that my mood is all over the place. (1 - 5)
Nobody else understands what it is like to be bipolar. (1 - 5)
I have searched for information on group support for bipolar mood disorder. (1 - 5)
I already have sufficient information about bipolar mood disorder. (1 - 5)
People are generally trustworthy. (1- 5)
I am worried about privacy issues concerning my diagnosis (1 - 5)
I feel people are judging me. (1 - 5)
I enjoy the company of other people. (1 - 5)
I have special abilities that no one else has. (1 - 5)
Sometimes complete strangers do things just to annoy me. (1 - 5)
People should talk about their problems. (1 - 5)
I’m always open to new experiences. (1 - 5)
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o)
p)
q)

I regularly participate in a bipolar support group. (1 - 5)
I strongly recommend that others who have been diagnosed with bipolar disorder should
participate in a bipolar support group. (1 - 5)
I attend the Northern / Southern group. Mark only one. (N/S)

Unfortunately content validity cannot be assessed using Lawshe’s content validity ratio because
there need to be at least five or more SMEs, largely in agreement per item, to arrive at an acceptable
level of significance for each. Therefore we shall have to rely of the initial judgement of the three
facilitators acting as SMEs, plus whatever feedback we receive from the pilot study as an appraisal of
content validity.
The next step is to arrange logistics and design the layout of the questionnaire to be used for the
pilot study. Space should be provided for open comments. Using the excellent online tool,
SurveyMonkey for conducting surveys would have been ideal; however this requires sending
potential respondents a link via their e-mail address, which the group does not collect for reasons of
privacy. Because it is important for respondents to complete their questionnaire anonymously,
hardcopies could instead be handed out over several meetings, in open, anonymously selfaddressed, postage prepaid envelopes. Potential respondents could then take their questionnaires
home to complete at their leisure, seal them and drop them in the post. Returned envelopes could
then be collected and kept for processing until there are, say, 10 forms which have indicated ‘Yes’
for item a). With these in hand, the pilot study could be declared over, although there will always be
a few extra forms that arrive in the post late but these too should be included.
Processing of the completed questionnaires might proceed as follows: Open each envelop and write
a unique code on the top of each questionnaire, say P01 to P13. This further anonymises responses
and provides a handy tag which can be used for each respondent in data capturing. Any spreadsheet
program such as Microsoft Excel can be used to capture the data. The fist column could be used for
the identifying codes P01 to P13 while then next 15 columns to the right could be used to record
responses b) to p). Forms that indicated ‘No’ on item a) should not be captured. There is no need for
negative scoring because there are no negated statements. Item d) which is grammatically negative
is not the negated form of “Everybody else understands what it is like to be bipolar.” Missing
responses should simply be left as a blank cell rather than entering the value zero as this will skew
the outcome of statistical analysis.
Once all the pilot study data are correctly entered and saved in the appropriate formant it is
necessary to generate descriptive statistics using either Excel or a statistical package such as JASP.
These should include the number of valid (as opposed to missing) entries, maxima and minima,
mean and standard deviations for each item b) to p). Usually only the mean and standard deviations
are published in the final report; however it is useful at this stage to tabulate all the descriptive
statistics output as follows:
a)

b)

c)

d)

e)

f)

g)

h)

valid 𝑛
max
min
mean
std. dev.
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i)

j)

k)

l)

m)

n)

o)

p)

16
This makes it easy to check for “impossible” output, such as a maximum of 7, that may have resulted
from incorrectly captured or miscalculated data. It is also an opportunity to spot any “unexpected”
results. Sometimes the tendency at is stage is to revise the wording of such items; however if they
are valid this risks masking what may indeed be a genuine discovery.
The next step is to create a correlation matrix. This is done by correlating every set of responses b)
to p) with every other set of responses b) to p) e.g. b) vs. c), b) vs. d)… o) vs. p) and so on. Because
every set of responses, say b) vs. b), correlates perfectly with itself, there is no need to calculate
these values because they will all be exactly 1.00. All other combinations of correlation must
however be calculated. At the outset we should chose a level of significance, say 85% and set the
corresponding value of 𝛼 according, i.e. 𝛼 = 0.15. The next step is to decide which correlation
statistic to use. Recall that Pearson 𝑟 requires that data of each variable must be normally
distributed and measured on an interval scale; whereas our data are nonparametric and measured
on an ordinal scale from 1 to 5. Spearman’s 𝜌, however does not assume normality and requires only
that the data of each variable should at least be ordinal, which is suitable for our purposes. The
corresponding 𝑝 value for each correlation constant should also be returned or looked up.
The table below is a correlation matrix calculated from an earlier attitudes study with the same
group. Each cell contains the correlation coefficient calculated from the values of responses to a
different set of questions a. to k. Significant values were shaded. Note that only the bottom half of
the matrix is shown because the top half is an exact mirror image. Also note that some correlations
were negative. Thus, for example the more respondents agreed with statement i. the less likely they
were to agree with statement f.
a.
b.
c.
d.
e.
f.
g.
h.
i.
j.
k.

a.
1.00
0.04
0.01
0.13
-0.24
-0.13
0.08
-0.15
0.10
-0.08
-0.04

b.

c.

d.

e.

f.

g.

h.

i.

j.

1.00
0.15
1.00
0.56
0.55
1.00
-0.03 -0.27 -0.31 1.00
-0.39 -0.19 -0.32 -0.02 1.00
-0.05 -0.19 -0.05 -0.20 -0.04 1.00
0.01 -0.29 -0.04 0.17
0.22 -0.07 1.00
0.04
0.00
0.08 -0.17 -0.52 0.03 -0.25 1.00
-0.07 0.12 -0.06 0.13
0.24
0.06
0.11 -0.53 1.00
-0.19 -0.16 -0.28 -0.12 0.45 -0.42 0.28 -0.47 0.21
Correlation Matrix from an Earlier Attitudes Study of the Same Group

k.

1.00

Once we have created a similar correlation matrix for our data and shaded the cells that show a
significant correlation we should try and make sense of them: what does it mean that two items are
significantly correlated? We should pay special attention to which items correlate significantly with
items o) and p) because in the final instrument some of these may be predictive of one or more
aspects of the proposed construct “group support readiness”. It is unlikely that there will be many
significant correlations at the pilot study phase because the sensitivity of the statistic is dependent
on the size of the sample.
If there are no logistical or design issues to deal with, the main study can commence. Potential
participants should be thanked in advance for their time; however no feedback should be given from
the pilot study as this could bias the outcome of the main study. The same format should be
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followed. Further statistical testing requires that each group should have at least 15 respondents;
therefore this should be the absolute minimum number of respondents from each group required
for the main study. The study should be run for as long as time permits or until there is a noticeable
drop in the number of responses. The previous attitudes study was run over five months but was
constrained by time available in the academic the year.
While waiting for completed questionnaires to trickle in, consideration should be given to questions
of reliability. It is obviously not possible to assess the proposed instrument for reliability until it has
been constructed; however there are various ways that we can show that the process of arriving at
the instrument were reliable. The easiest is to let the reliability of the present process be parasitic on
that of the earlier study. In that study, scores for each attitude of both Northern and Southern
groups were compared and found to be essentially equal. The only statistically significant difference
was that the attitudes of the Northern suburbs group tended to cluster more tightly around the
mean compared to the Southern suburbs group. The concordance of scores of attitudes between
groups was interpreted evidence of a form of test-retest reliability (or stability). However instead of
one sample being retested under the same conditions; two different samples of the same population
were tested separately, under identical conditions. Since the present study relies on essentially the
same methodology, it could be argued that it too would be reliable by extension.
However, membership of the original groups has changed over the years as have the questions and
purpose of the proposed study; therefore reliability should be demonstrated de novo. The easiest
method of doing so would be to run a battery of t-tests for two independent samples, North and
South, for each set of responses b) to p). However, the t-statistic is a parametric measure, whereas
our Likert scale items are measured on a non-parametric ordinal scale. Therefore the Mann-Whitney
U test would be appropriate. We strongly advise using a statistical package such as JASP for this
purpose as most spreadsheet programs, including Excel, do not support the Mann-Whitney U
statistic directly. (See Critical Reasoning 17)
Each test, b) North vs. b) South to p) North vs. p) South, is a test of the null hypothesis which says
that scores do not differ significantly. If one of the tests shows that we may be justified in rejecting
the null hypothesis for that item we will have to ask whether we have indeed detected a significant
difference or whether it might not be better accounted for by sampling error. Indeed, even if the
two groups are largely homogeneous with respect to relevant attitudes, we would still expect one or
two items to evince some difference; however this would not show that that the overall
measurement process or methodology is unreliable.
We will not be concerned with alternate-form reliability for the same practical reasons mentioned
Bolarinwa above. Meanwhile, tests of internal consistency reliability are not appropriate because
each item measures a potentially different aspect contributing to the proposed construct of “group
support readiness”.
At this stage we should have a handful of items that correlate significantly with items o) and p),
whether positively or negatively. Of these it is hopeful that some or all of them will have proven
stable (or at least not unstable) across both groups. These items should be included on the
instrument for assessing “group support readiness”. In practice there may, for example, be only 4 or
5 such items that referees, such as telephonic counsellors or mental healthcare professionals could
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ask a patient to rate. Based upon a combined score derived from such feedback, the referee may
decide to recommend group support or recommend an alternative.
The instrument itself, which may be no larger than a playing card, including the system of scoring
may not have to be evaluated and trialed from scratch. Indeed, the problem of response fatigue
militates against it. It is not possible to devise a system of scoring in advance without knowing which
items b) to n) correlate significantly, either positively or negatively with items o) and p) and to what
degree. At its simplest, individual scores for items that are significantly correlated as above could be
added or subtracted, respectively, to arrive at a total. A statistically significant cut-off mark would
then have to be determined; although this would have to be adjusted according to the lower limit so
that interpretation of a score errs on the side of inclusiveness rather than exclusiveness. A more
reliable measure would be to weight each term according to the strength its respective correlation,
one way or the other. This much however is just speculation about speculation because we haven’t
even carried out the pilot study yet.
The purpose of the feedback above in setting out how such an instrument might be developed
through its various stages is purely didactic; although there may be a real world application. The
support group in question receives a number of referrals from one of the largest mental health
NOGs in South Africa. Unfortunately, callers are screened by this agency based on the recency of
their diagnosis, their apparent stability as well as any possible signs of psychosis. This is currently
based on the subjective judgement of a telephonic counsellor. Ideally, referrals should be based on
the outcome of an evidence based, validated and reliable instrument, such as the one envisaged.
The support group itself however does not screen anyone. They have an open door policy according
to which people come, stay or leave as they wish.
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