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Critical Reasoning 24 – Introduction to ANOVA
Analysis of variance or ANOVA is a collection of
statistical techniques for testing whether 3 or more
population means are equal. Two of the simplest
ANOVA scenarios are:




One way ANOVA for comparing 3 or more
groups on a single variable: e.g. do all children
form schools A, B and C have equal mean IQ
scores?
Repeated measures ANOVA for comparing 3 or
more variables within a single group: e.g. is the
mean rating for headache tablets A, B and C
equal for all people in the group?

ANOVA is comparable to t-tests for 2 samples (See Critical Reasoning 17). Indeed if we were to run a
t-test and ANOVA on 2 samples we would get the same result. However conducting multiple t-tests
comparing more than 2 samples will have the effect of compounding the error rate of the results.
Therefore it is always better to run ANOVA on 3 or more samples than to perform a battery of t-tests
in a round-robin fashion.
The layout below follows that of analyticsvidhya.com1 in which we introduce some necessary
terminology before proceeding with an example, although much of this has already been covered in
previous study units.
Grand Mean vs. Separate Sample Means
When we speak of means we are referring to the simple arithmetic means of a range of values. The
separate group means (𝜇1 ; 𝜇2 ; 𝜇3 ; …) are the means of each group under consideration. The grand
mean (𝜇) is the mean of all the group means or the mean of all observations combined, irrespective
of the group. Of course, strictly we should distinguish between a population grand mean (𝜇) which is
seldom known and a sample grand mean (𝑥̅ ), as well as between separate sample means
(𝑥̅1 ; 𝑥̅ 2 ; 𝑥̅ 3 ; ….). Not all texts are so pedantic.
Hypotheses
In the case that we are examining a treatment; we assume that there are only two, mutually
exclusive outcomes: either the treatment will have an effect or it will not. Each of these statements
is known as an hypothesis, which is an (educated) guess about something in the world. A scientific
hypothesis must be testable or refutable, either by experiment or simple observation. As with
previous study units, there is a null hypothesis and an alternative hypothesis. As far as ANOVA is
concerned the null hypothesis always states that the means are equal or don’t have any significant
difference and so can be considered part of a larger population. On the other hand the alternative
hypothesis states that at least one of the group or subpopulation means is different from the rest of
the group or subpopulation means. Thus,
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H0 : 𝜇1 = 𝜇2 = 𝜇3 = ⋯ = 𝜇𝑙
H1 : 𝜇𝑙 ≠ 𝜇𝑚
Where 𝜇𝑙 and 𝜇𝑚 are the means of any two groups or subpopulations; though at this stage we may
not know which ones specifically.
Between Group Variability
Consider the fictitious distributions of two samples of Human vs. Vulcan IQ below. As these samples
overlap considerably, their individual means won’t differ by a great margin. Hence the difference
between their individual means and the grand mean won’t be especially significant. Therefore we
might be inclined to regard this sample of Humans and Vulcans as being drawn from the same
population, all be it with a bimodal distribution.

Now consider the second fictitious distributions of two samples of Human vs. Vulcan IQ below. As
there is little or no overlap, the samples differ from each other by a wide margin. In the case below
we would probably be inclined to regard Humans and Vulcans as belonging to two distinct
populations (or species).

Brought to you by philosophy.org.za

3
We calculate Between Group Variability in the same way we do for standard deviation. When we
speak of ‘deviation’ in ANOVA we are referring to the difference between each mean and the grand
mean. In order that negative deviations and positive deviations do not cancel each another out, we
square each deviation so that its value will always be positive. We also want to weight each squared
deviation so that those from larger samples receive greater weight than those from smaller samples.
Hence we multiply each squared deviation by its sample size and then sum them all up. This value is
called the sum-of-squares for between-group variability (SS𝑏𝑒𝑡𝑤𝑒𝑒𝑛 ) i.e.
SS𝑏𝑒𝑡𝑤𝑒𝑒𝑛 = 𝑛1 (𝑥̅1 − 𝑥̅ )2 + 𝑛2 (𝑥̅ 2 − 𝑥̅ )2 + 𝑛3 (𝑥̅ 3 − 𝑥̅ )2 + ⋯ + 𝑛𝑘 (𝑥̅ 𝑘 − 𝑥̅ )2
for 𝑘 samples each of size 𝑛. Finally, to calculate the mean squares value (MSbetween ) we divide the
sum-of-squares value above by the degrees of freedom (𝑑𝑓between ), which in the case of betweengroup variability is the number of samples 𝑘 minus 1. I.e.
MS𝑏𝑒𝑡𝑤𝑒𝑒𝑛 =

𝑛1 (𝑥̅1 − 𝑥̅ )2 + 𝑛2 (𝑥̅2 − 𝑥̅ )2 + 𝑛3 (𝑥̅ 3 − 𝑥̅ )2 + ⋯ + 𝑛𝑘 (𝑥̅𝑘 − 𝑥̅ )2
𝑘 −1

Within Group Variability
Consider the distribution of three samples below. As the spread (or variability) of each is increased,
their distributions overlap more and we are more inclined to regard them as part of a larger
population.

Now consider the distribution of the same three samples with the similar means but with less
variability compared to those above. In this case we are more inclined to regard them as each
belonging to different populations.
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Such variability within each sample is known as within group variability and refers to variation in
values within individual groups without taking into account interactions between other such
samples. Within group variability can be calculated by measuring how much each sample in a group
differs from its mean. Again each difference must be squared so that negative and positive
differences do not cancel each another out. Next we sum up each squared sample deviation to yield
the sum-of-squares for within-group variability (SS𝑤𝑖𝑡ℎ𝑖𝑛 ) i.e.
SS𝑤𝑖𝑡ℎ𝑖𝑛 = ∑(𝑥𝑖1 − 𝑥̅1 )2 + ∑(𝑥𝑖2 − 𝑥̅ 2 )2 + ⋯ + ∑(𝑥𝑖𝑘 − 𝑥̅ 𝑘 )2
Where 𝑥𝑖1 is the 𝑖 𝑡ℎ value of the first sample; 𝑥𝑖2 is the 𝑖 𝑡ℎ value of the second sample and so on up
to 𝑥𝑖𝑘 which is the 𝑖 𝑡ℎ value of the 𝑘 𝑡ℎ sample. Of course, the values 𝑥̅1, 𝑥̅ 2 … 𝑥̅𝑘 are the sample
means of groups 1 through 𝑘 respectively. The above formula can be rewritten more compactly as
SS𝑤𝑖𝑡ℎ𝑖𝑛 = ∑(𝑥𝑖𝑗 − 𝑥̅𝑗 )2
where 𝑥𝑖𝑗 is the 𝑖 𝑡ℎ value of the 𝑗 𝑡ℎ sample and 𝑥̅𝑗 is the 𝑗 𝑡ℎ sample mean. As with between-group
variability, we now divide the sum of squared deviations by the degrees of freedom (𝑑𝑓within ) to
find the mean square for within-group variability (MS𝑤𝑖𝑡ℎ𝑖𝑛 ). This time however the degrees of
freedom is the sum of the sample sizes (𝑁) minus the number of samples (𝑘). This is numerically
equivalent to the total number of values (𝑁) minus 1 for each sample. Thus
𝑑𝑓𝑤𝑖𝑡ℎ𝑖𝑛 = (𝑛1 − 1) + (𝑛2 − 1) + ⋯ + (𝑛𝑘 − 1) = 𝑛1 + 𝑛2 + ⋯ + 𝑛𝑘 − 𝑘(1) = 𝑁 − 𝑘
Therefore taking the reciprocal of the degrees of freedom to the left, we have
MS𝑤𝑖𝑡ℎ𝑖𝑛 =

1
∑(𝑥𝑖𝑗 − 𝑥̅𝑗 )2
𝑁−𝑘

F-Statistic
The F-statistic measures whether the means of different samples are statistically significant different
(or not). The so-called F-Ratio is that of between-group variability and within-group variability. I.e.
F=

𝑏𝑒𝑡𝑤𝑒𝑒𝑛 𝑔𝑟𝑜𝑢𝑝 𝑣𝑎𝑟𝑖𝑎𝑏𝑖𝑙𝑖𝑡𝑦
𝑤𝑖𝑡ℎ𝑖𝑛 𝑔𝑟𝑜𝑢𝑝 𝑣𝑎𝑟𝑖𝑎𝑏𝑖𝑙𝑖𝑡𝑦

As the between-group variability of the numerator increases, the sample means grow further apart
from each other making it more probable that the samples belong to different populations. On the
other hand, as the within-group variability of the denominator increases, the value of F will become
smaller, reflecting the likelihood of no significant differences between the sample means.
Before we proceed to hypothesis testing we should examine the F-distribution, over page. The Fvalue is on the horizontal axis and the probability density is on the vertical axis. Unlike the 𝑧 and 𝑡
distribution, the F-distribution has no negative values because of the squaring of each deviation.
Also note that the curve is not symmetrical but skewed to the right. Furthermore, there is not a
single F-distribution but one for every number of degrees of freedom involved. As the df for the
numerator and denominator increase, so the F-distribution curve more closely approximates the
normal. We have simply used a generic figure for illustrative purposes.
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The F-distribution

As in previous statistical tests, we need to choose an appropriate level of significance (𝛼) before
conducting an F-test. Our 𝛼 will correspond to a F-critical value that lies somewhere along the tail of
the F-distribution and similar to previous tests. The 𝑝-value returned meanwhile corresponds to an
area under the tail of the graph to the right.
Following analyticsvidhya.com1 we examine two types of ANOVA below (one-Way and two-way),
using Excel™ to perform the otherwise very laborious calculations.
One-Way ANOVA
E.g. “A recent study claims that using music in a class enhances concentration and consequently
helps students absorb more information.” Setting aside the complexities of musical form,
instrumentation and genre, for the sake of example, we decide to test this claim by randomly
selecting three groups of ten students (of the same age) and assigning them to each to one of three
different classrooms. Classroom A has music playing constantly in the background. Classroom B has
variable music being played and Classroom C has no music being played at all. After running the
experiment for one month all three groups are asked to take an identical test. Using Excel™ we
tabulated the test scores (out of ten) below.

Our next step is to calculate the means and the grand mean, for which we will need another column
to the right and another row underneath, thus
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Looking at the means in the above table it appears that Class A (with the constant background
music) is doing much better that the other two groups, so it looks like the treatment they are
receiving is being helpful. Maybe, but there is also a chance that more of the better students were
over represented in Class A, even though they were selected at random. This suggests the following
questions:
1. How do we decide whether these classes performed differently because of their different
treatments, rather than by chance?
2. Statistically speaking, how different are these three samples from one another?
3. What is the probability of Class A students performing so differently to the other classes?
To answer these questions quantifiably we first have to calculate the F-Statistic, which is recall, the
ratio of between-group variability and within-group variability. This can be calculated manually with
the aid of a Scientific Calculator or it can be done directly in Excel™ by carrying out the following
steps.
1. If you haven’t already, input your data as above (or in columns if you prefer).
2. Click the “Data” tab at the top and select “Data Analysis”. If you do not see “Data Analysis”
as an option you can load the “Data Analysis ToolPak” by following the steps in the help
function or by searching for “data analysis add-in Excel” in your search engine and following
the procedure recommended.
3. Once in Data Analysis, click “ANOVA Single Factor” and then “OK.”
4. Using your mouse or keyboard select an input range including the labels A2 – K3 as above.
Do not select the “Means” column, as this is not part of the raw data.
5. Select “Labels in first column” and “Grouped by: Rows” if your data is arranged in rows as
above.
6. Set the level of significance for this example at 𝛼 = 0.05 and select an “Output Range”. We
selected a space to the right of our data and then clicked “OK”. (Remember to save your
spreadsheet as we will be using it again, below.)
This is what our output looked like, over page
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Before analysing our output, let us make sure that we understand graphically what we are
looking for. Consider the following F-distribution:

The shaded area below the tail to the right of the value Fcritical is the 𝑝-value equal to our chosen 𝛼.
If our calculated F-statistic is larger than the critical value we will be justified in rejecting the null
hypothesis, which recall, states that all the means are equal. Consulting the output table above, we
see this is indeed the case. Therefore, we reject the null hypothesis and decide to fall back on the
alternative hypothesis, which says that at least one of the three samples has a significantly different
mean and thus appears to belong to an entirely different population.
The 𝒑-value is an alternative measure for ANOVA. If the 𝑝-value is less than the chosen 𝛼, (which it
clearly is above) then we are justified in rejecting the null hypothesis. Unfortunately, the alternative
hypothesis does not specify which sample(s) has a significantly different mean, although in this case
we can clearly guess.
Analyticsvidhya.com mentions three methods for finding out which samples apparently represent
different populations. I.e.
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The Holm-Bonferroni method
The least significant difference test
Tukey’s HSD (honestly significant difference) test

Instead we decide to test our groups, each against the other in a round robin fashion. Again, this can
be implemented using Excel™ (2010 or later), by carrying out the following steps:
1. Click on “Data Analysis” under the “Data” tab and select “t-Test: Two-Sample Assuming
Equal Variances”, then click “OK”.
2. If you have entered your raw data as above, input the range of Class A in the “Variable 1
Range:” (A2-K2) and the range of Class B in the “Variable 2 Range:” (A3-K3). Remember to
tick the “Labels” box as these ranges include an initial label.
3. Leave 𝛼 at 0.05 and select an output range and click “OK”. We selected a space to the right
of out ANOVA output.
The results should look like this:

Now repeat the above steps for Class B vs. Class C and for Class A vs. Class C. Specify the output
ranges alongside the first one so that it is easy to run your eye along the results. The three table of
results should look as followings:
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Because out hypothesis is non-directional we look at the two-tailed 𝑝-value for each pair and
compare them. We can see that the 𝑝-values for A vs. B and A vs. C are both well below our 𝛼 of
0.05. Therefore Classes A and B and A and C have a much smaller than 5% chance of being drawn
from the same population. Of course, they were drawn from the same population of learners at a
particular school but then each class, A, B & C, was subject to a different treatment, so in that sense
they represent different sub-populations, although strictly we should say, “similar samples with
three different treatments”.
For Classes B vs. C the 𝑝-value is definitely larger than our 𝛼 of 0.05, therefore we can regard Classes
B and C as belonging to the same “population”. So we have shown that constant music in
background actually improves learners’ ability as measured by their test outcomes but can we
quantify the size of this effect?
As with other measures of effect size in previous study units, there is one for one-way ANOVA
known as “Eta squared” or 𝜂2 . This gives us the proportion of variability between the samples that is
due to the between group difference. Thus,
𝜂2 =

𝑆𝑆𝑏𝑒𝑡𝑤𝑒𝑒𝑛
𝑆𝑆𝑏𝑒𝑡𝑤𝑒𝑒𝑛 + 𝑆𝑆𝑤𝑖𝑡ℎ𝑖𝑛

So for this example, using the output figures on p. 7 above,
𝜂2 =

54.6
≈ 0.38
54.6 + 90.1

Hence 38% of the difference between the scores is due to the experimental setup, while the rest
remains unknown. For one-way ANOVA the effect size of 𝜂2 can be interpreted as follows:
𝜂2 ≤ 0.04 : The effect is statistically significant but weak.
0.04 < 𝜂2 ≤ 0.36 : The effect is moderate.
𝜂2 > 0.36 : The effect is strong.
Accordingly the effect size calculated for our example, the effect is strong.
Two-Way ANOVA
With one-way ANOVA we are interested in the effect of one independent variable or factor on a
population, whereas with two-way ANOVA we are interested in the effect of two variables or factors
on a population at the same time.
In the example above, we discovered that the continuous background music treatment was effective
in helping students achieve better test results. However our investigation was based on students of
the same age but what if age itself is also a factor? If so, which is the dominant factor responsible for
improved test results? In this case we have one outcome or dependent variable (test scores) being
effected by potentially two independent variables or factors (music and age). To simplify matters, we
shall not consider the variable music treatment which did not have any significant effect on the
group. Instead we shall consider the continuous background music treatment and introduce a new
factor, age, as a second independent variable.
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Here is our new, fictitious data set slightly modified from analyticsvidhya.com:
Note how the age groups have been modified so
that there is no overlap between categories. Thus
[4; 18) means from 4 up to 8 years but not
including 8, while [8; 13) means from 8 up to 13
years but not including 13. (Remember “SIRE”
mnemonic for brackets: Square Inclusive Round
Exclusive)
We have used colour to illustrate how the data are
organised. Only the black on white numbers
represent the actual raw-data test scores. From the
table it is clear that we now have six different
groups of students of 5 each based on different
permutations of class groups and age groups.
Analyticsvidhya.com suggests four questions that
two-way ANOVA can answer about our dataset.
1. Is the music treatment the main factor affecting test performance? In other words, do
different groups subjected to different sound treatments (music or none) differ significantly
in their test performance?
2. Is age perhaps the main factor affecting test performance? In other words, do students of
different ages differ significantly in their test performance?
3. Is there any significant interaction between the factors? In other words, do age and sound
treatment interact in such a way as to significantly affect their test performance? Might it
be, for example, that younger and older students react differently to different sound
treatments?
4. Can any potential differences in one factor be found within another factor? Might, for
example, differences in sound treatment and test performance be found in age groupings?
More generally, two-way ANOVA informs us about two effects - the main effect and the interaction
effect. The main effect issue here is similar to one-way ANOVA where sound treatment and age
groupings are measured separately. On the other hand, the interaction effect is derived from
considering sound treatment and age groupings at the same time.
For this reason two-way ANOVA has up to three null-hypotheses. For this example,
H01 : All the sound treatment groups have equal mean scores.
H02 : All the age groups have equal mean scores.
H03 : The factors are independent, in other words, there is no interaction effect.
Recall from Critical Reasoning 15 that what we are actually testing in each case is the null or default
hypothesis. To do so we must compute an F-statistic for each hypothesis we are testing. Before
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proceeding with calculations analyticsvidhya.com present the following diagram to better help
understand the terms used in the formulae:

As you will recognise, this is a contingency table similar in form to that we constructed for the 𝜒 2
test in Critical Reasoning 19. There are subtotals, row totals, column totals and finally the grand
total, bottom right. Above 𝐴𝑙 represents the total of the samples based only on factor 1 only, while
𝐴𝑚 represents the total of the samples based only on factor 2 only. These account for the main
effect produced. 𝐴𝑙𝑚 meanwhile represents the subtotal of factor 1 and factor 2 both of which,
when considered at the same time, account for the interaction effect produced. The Grand Total 𝐺 is
simply the sum of all observations, irrespective of which factor.
From our raw data we now draw up a table of descriptive statistics for each treatment group and
age category as well as the totals for each row and column. See over page. Note that under the
totals column, at right, the “total mean” is not the sum of the means but the mean of the means.
Also the “total variance” is not the sum of the variances but the total variance of the data for each
treatment group, i.e. the total variance of each white block of data on page 10, above.
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Now we calculate the sum of squares (SS) and degrees of freedom (𝑑𝑓) for class, age group and
interaction factors and levels. Unfortunately the calculation for SS𝑤𝑖𝑡ℎ𝑖𝑛 /𝑑𝑓𝑤𝑖𝑡ℎ𝑖𝑛 used in one-way
ANOVA is more complex for two-way ANOVA, which is calculated as using subscripts 𝑖, 𝑗, 𝑘 instead of
𝑙, 𝑚 in the contingency table on p. 11 above. Thus for each 𝑘 𝑡ℎ student score in the 𝑗 𝑡ℎ age group
and in the 𝑖 𝑡ℎ treatment group,
2

3

5

SS𝑤𝑖𝑡ℎ𝑖𝑛 = ∑ ∑ ∑(𝑌𝑖𝑗𝑘 − 𝑌̅𝑖𝑗 )2 = 59.2
𝑖=1 𝑗=1 𝑘=1

where 𝑌𝑖𝑗𝑘 are the elements in the groups; 𝑌̅𝑖𝑗 is the mean of combinations.
𝑑𝑓𝑤𝑖𝑡ℎ𝑖𝑛 = (𝑟 − 1) × 𝑎 × 𝑏 = 24
where 𝑟 is the number of replicates or times that the sampling had to be repeated, here 4 times; 𝑎
and 𝑏 meanwhile are the conditions for each factor, 2 for class and 3 for age groups.
MS𝑤𝑖𝑡ℎ𝑖𝑛 =

SS𝑤𝑖𝑡ℎ𝑖𝑛
= 2.46
𝑑𝑓𝑤𝑖𝑡ℎ𝑖𝑛

Now we calculate SS𝑚𝑢𝑖𝑐 and 𝑑𝑓𝑚𝑢𝑠𝑖𝑐 as well as SS𝑎𝑔𝑒 and 𝑑𝑓𝑎𝑔𝑒 as follows:
2

̅𝑖 − 𝑌̅)2 = 30
SS𝑚𝑢𝑖𝑐 = 𝑟. 𝑏. ∑(𝑌
𝑖=1

𝑑𝑓𝑚𝑢𝑠𝑖𝑐 = 𝑐𝑙𝑎𝑠𝑠𝑒𝑠 − 1 = 1
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3

̅𝑖 − 𝑌̅)2 = 78.86
SS𝑎𝑔𝑒 = 𝑟. 𝑏. ∑(𝑌
𝑖=1

𝑑𝑓𝑎𝑔𝑒 = 𝑎𝑔𝑒 𝑔𝑟𝑜𝑢𝑝𝑠 − 1 = 2
For two-way ANOVA we also have to calculate SS𝑖𝑛𝑡𝑒𝑟𝑎𝑐𝑡𝑖𝑜𝑛 and 𝑑𝑓𝑖𝑛𝑡𝑒𝑟𝑎𝑐𝑡𝑖𝑜𝑛 which define the
combined effect of the two factors. Thus,
2

3
2

SS𝑖𝑛𝑡𝑒𝑟𝑎𝑐𝑡𝑖𝑜𝑛 = 𝑟 × ∑ ∑(𝑌̅𝑖𝑗 − 𝑌̅𝑖 − 𝑌̅𝑗 + 𝑌̅ ) = 1.8
𝑖=1 𝑗=1

𝑑𝑓𝑖𝑛𝑡𝑒𝑟𝑎𝑐𝑡𝑖𝑜𝑛 = (𝑐𝑙𝑎𝑠𝑠𝑒𝑠 − 1) × (𝑎𝑔𝑒 𝑔𝑟𝑜𝑢𝑝𝑠 − 1) = 2
Finally, we calculate
MS𝑖𝑛𝑡𝑒𝑟𝑎𝑐𝑡𝑖𝑜𝑛 =

SS𝑖𝑛𝑡𝑒𝑟𝑎𝑐𝑡𝑖𝑜𝑛
= 0.9
𝑑𝑓𝑖𝑛𝑡𝑒𝑟𝑎𝑐𝑡𝑖𝑜𝑛

At this point, we would normally proceed by manually looking up the F-statistics for the main effects
and the interaction effects using the calculated variances. However, we do not intend to undertake
any manual calculations as they are extremely tedious and likely to involve human error. Instead,
our calculations can again be implemented using Excel™ (2010 or later). The formulae above are
reproduced for interest and completeness’ sake.
First we need to ready our raw data in way that can serve as an input for data analysis. Recreate or
copy the following table to the right of your previous work, thus

Note, we have simplified the headers and removed all sub-totals and totals. Next proceed by
carrying out the following steps:
1. Click on “Data Analysis” under the “Data” tab and select “ANOVA: Two Factor With
Replication”, then click “OK.” This will open a two-way ANOVA window.
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2. Specify the input range by sweeping your mouse across and then down the table to include
all the cells from “Class” in grey, across to “Age 3” and down to the “5” in the bottom right
hand corner. Include all the cells except for “Age Groups (years)” in grey above, otherwise
there will be two headers for the age columns.
3. In the “Rows per sample box” enter 5. This may seem a little confusing because there are
ten rows of data, however the number required is the number of individuals in each group,
which is 5.
4. Leave “Alpha” at 0.05 as this is the level of significance we set for the previous analysis.
5. Specify an “Output Range” to the right of the table and click “OK”.
The output should look like this:
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This is as far as Excel™ can take us; however the decision as to whether or not to reject any of our
three null-hypotheses relies on close scrutiny of the results on your part. In each case we must see
whether the calculated F value is larger than the Fcritical value and whether the associated the 𝑝value is smaller than our chosen 𝛼 of 0.05.
When considering H01 which says that “All the sound treatment groups have equal mean scores”,
we see that the calculated F value of 12.16 is much larger than the Fcritical value of 4.26 and that the
associated 𝑝-value 0.002 is smaller than our 𝛼 of 0.05. Therefore we reject H01 and decide that the
sound treatment is having a significant effect on the students’ test scores.
When considering H02 which says that “All the age groups have equal mean scores”, we see that the
calculated F value of 15.99 is much larger than the Fcritical value of 3.40 and that the associated 𝑝value of 0.000 is vanishingly smaller than our 𝛼 of 0.05. Therefore we reject H02 and decide that age
also has a significant effect on the students’ test scores.
When considering H03 which says that “The factors are independent, …”, we see that the calculated
F value of 0.36 is smaller by a factor of ten than the Fcritical value of 3,4 and that the associated 𝑝value of 0.698 is larger than our 𝛼 of 0.05. Therefore we cannot reject H03 out of hand. In other
words, it appears that the music treatment and age did not have any combined effect on the
students tested.
Formal Assumptions for ANOVA
It is unusual to place the assumptions for a statistical procedure after the examples; however in both
the above cases the examples were obviously chosen so that they were met at the outset. Here are
the formal assumptions for ANOVA:


The observations should be independent.



The outcome variable must follow a normal distribution in each subpopulation. Normality is
really only required for small samples of 𝑛 < 20 per group.



The variances within all subpopulations must be more or less equal. This is only required if
the sample sizes are very unequal.

In addition to the above, two-way ANOVA assumes that:


The dependent variable should be measured at the continuous level (i.e. interval or ratio).



The two independent variables should each consist of two or more categorical, independent
groups.



There should be no significant outliers.

Afterword
We have looked at only two sorts of implementations of ANOVA but there are several more. Multivariate ANOVA (MANOVA) is an extension of the univariate analysis of variance for several
dependent variables at the same time; however this is beyond the scope of this introductory study
unit, nor can it be undertaken using earlier versions of Excel™. For those interested, we strongly
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recommend the open-source graphical interface statistical package JASP, made available by the
University of Amsterdam. We have already introduced JASP in Critical Reasoning 22 for linear
regression but it also sports a host of ANOVA functions to explore. Just remember to save your raw
data as a .csv file before opening it with JASP.
Links
We have borrowed several diagrams and concepts form the internet, many of which were
themselves borrowed from elsewhere without citation. The following were helpful:
1. https://www.analyticsvidhya.com/blog/2018/01/anova-analysis-of-variance/
2. https://www.spss-tutorials.com/anova-what-is-it/
3. https://statistics.laerd.com/spss-tutorials/one-way-anova-using-spss-statistics.php
4. http://statweb.stanford.edu/~susan/courses/s141/exanova.pdf
5. https://stepupanalytics.com/two-way-anova-calculation-by-hand-analysis-ofvariance/#prettyPhoto
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